Addressing Cognitive Differences and Gender During Problem Solving

IVON ARROYO, BEVERLY P. WOOLF*, CAROLE R. BEAL*

1 Computer Science Department, University of Massachusetts, Amherst, MA 01003 U.S.A.
2 Information Sciences Institute, University of Southern California

This research evaluated the impact of supplementing user models with additional data about cognitive features of the student. Supplemental data included individual differences variables such as: developmental stage of the learner (Piagetian), spatial ability, math-facts-retrieval and gender. These differences were applied along with multimedia and customization in two intelligent tutoring systems, one for arithmetic and one for geometry. The research resulted in the general conclusion that enhancing user models with detailed information about cognitive ability led to improved response to instruction. This is especially important to consider for domains for which there are well-established group differences, such as gender differences in mathematics.

Keywords: Cognitive development, individualization of instruction, student modeling, tutoring software, mathematics education, spatial ability, mathematics facts retrieval.

1 CUSTOMIZATION AND MULTIMEDIA IMPROVE LEARNING

Both customized teaching and multimedia have been shown to be effective for learning (Lepper et al., 1993; Tversky et al., 2002). Research points to the central role of one-to-one individualized instruction by a peer,
parent, teacher, or other more experienced mentor and demonstrates that students learn better when teaching is customized to their learning needs (Greenfield & Lave, 1982; Lepper et al., 1993). Research suggests that novices construct deep knowledge about a domain through interaction with a more knowledgeable expert and one-to-one tutoring provides better learning results than lectures by one-two sigma (Brown et al., 1998; Ericsson et al., 1993; Graesser et al., 1995; Bloom, 1984).

Multimedia produces higher learning results when present in educational software (Mayer, 2001). Graphics and animations can promote inference and discovery by making visible an underlying structure or process; they can represent information beyond text, reduce the need for words, reduce the burden on memory and processing by off-loading some learning; and they can be engaging, attractive and motivating (Perez & White, 1985; Rieber, 1991a; Sirikasem & Shebinske, 1991; Levie & Lintz, 1982; Tversky et al., 2002; Dwyer, 1978; Larkin & Simon, 1987; Mayer 1989). Multimedia is commonly found in commercial educational software (Beal et al., 2002). Yet, intelligent agents used to individualize teaching have not generally taken advantage of the instructional possibilities of dynamic production of multimedia techniques, and multimedia tutors (those using digital sound, animations and interactive graphics) do not typically customize their material for individual students.

Current intelligent tutors model a student’s knowledge and have provided effective help (Lester et al., 1997; Mayo & Mitrovic, 2001). However, only preliminary attempts have been made to incorporate knowledge of individual differences (e.g., cognitive skills, gender) and to use this information to customize instruction within a tutor (Shute, 1995; Arroyo et al., 2000, 2004a). The benefits of customized tutoring are especially clear for students with relatively poor skills and for under-represented students in some fields, e.g., minorities and women in science courses. Classroom research on student motivation strongly demonstrates that students with the weakest skills, i.e., those who need help the most, are the least likely to request help from the teacher or classmates (Aleven et al., 2003; Karabenick, 1998). Yet there are some indications that students are more willing to seek help from software than from a human instructor. In the private context of the tutor environment, students with weak skills benefit the most, seem comfortable requesting hints, make more use of help and instruction and demonstrate improved performance (Arroyo, 2004b). This is the reverse of the usual findings in the regular classroom, in which higher achieving students are most likely to request help from teachers and classmates.
The research described here models student group characteristics (e.g., cognitive skills profile, gender) to further optimize the advantages of computer tutors. Explanations and hints are tailored to the needs and skills of individual students, mimicking the approach of human tutors.

Two forms of adaptation of explanations and hints are used: microadaptation to select the content (e.g., problems) to assess or instruct the student and macroadaptation to select the best type of feedback/assistance for the learner (Shute et al., 2005; Arroyo et al., 2000). Microadaptation, or real-time selection of content in response to a learner’s inferred knowledge and skill state, is domain-dependent, e.g., simple skill problems are presented before difficult problems. Decisions about content are based on student performance and subsequent inferences of students’ knowledge and skills compared with the level they should achieve when instruction is complete. However all students are placed in fixed classification cells based on pretests or behavior with the tutor, e.g., they know or do not know a skill. If a student incorrectly solves a problem, a tutor might i) present material relating to the same concept or skill, ii) administer a slightly easier task, to see the extent of the problem, or iii) present additional practice or remedial instruction. Macroadaptation or the customization of teaching material based on stable individual learner qualities, e.g., cognitive or perceptual abilities, is dependent on individual student features, not domain topics. The tutor behaves differently with each student based on individual learning style or need. In contrast with microadaptation, it is domain-independent and relates to decisions about the format and/or sequence of the content presented to the learner (Shute 1993).

The research described here developed a cognitive model in connection with macroadaptation. The cognitive model, a specialized user model that records and infers cognitive learning characteristics, e.g., visual skills, problem solving ability and memory retrieval speed, is based on cognitive information that is usually collected before instruction begins and used to make informed decisions regarding the type of content or instruction best suited for the individual. Material beyond cognitive characteristics, such as perceptual, personality or learning styles may also be collected. The cognitive model might also record observable student activities (number of problems solved correctly, time to respond) and infer unobservable features (cognitive, perceptual, and learning style).

This article describes the integration of both customized questions and
multimedia into two intelligent tutors, in which enhanced user models select from a range of problems and help. The goal has been to i) articulate the link between cognitive skills and individual learning, and ii) individualize teaching based on cognitive and student models. The results of this research suggest that enhancing user models with detailed information about user cognitive characteristics leads to improved responses in instruction and optimized learning outcomes and that enhanced user models can further optimize the advantages of customized instruction. Section 2 describes the use of cognitive models and macroadaption in AnimalWatch, an intelligent tutor for arithmetic skills. Section 3 describes cognitive models, customization, and animated help within Wayang Outpost, a geometry tutor. Section 4 discusses the results of these two studies and future work to customize intelligent tutors.

2 ANIMALWATCH: AN ARITHMETIC TUTOR

We developed and evaluated AnimalWatch, an intelligent tutor for arithmetic designed to encourage positive attitudes towards mathematics among students at the end of elementary school. The software followed an immediate help provision model: when students made an error, the system responded with help, including a text message, a simple hint, or a more extended explanation. The immediate provision of help supported students’ beliefs that they could succeed in solving difficult problems through effort and support, and forestalled the self-derogatory attributions reported by female students that they lack the ability to solve difficult problems. When a student made a mistake, as shown in the simple addition problem in Figure 1, the tutor may present either a simple text response (left), or a manipulative hint, shown for a division problem (125/5), in which the student worked with five groups of cuisenaire rods of 25 units each (right), or a traditional numeric procedure (Figure 2, right). We investigated the impact of different types of help in relation to student cognitive developmental level (concrete vs. formal operational level) as diagnosed with cognitive pretests. The tutor contained approximately 1000 mathematics word problem templates and associated instruction for topics from simple addition through fractions and mixed numbers. Problems were adaptively selected depending on the student’s cognitive mastery of different skills and taking into account problem difficulty factors.
AnimalWatch word problems focused on endangered species, and as students worked, they learned about a species’ history, habitat, environmental threats, and so on (see Figures 1 and 2). Several endangered species were included, e.g., right whale, giant panda and Taki horse. The domain model was arranged as a topic network where nodes represented skills to be taught, such as “least common multiple” or “two column subtraction.” Links between nodes represent a prerequisite relationship. For instance, the ability to “add” is a prerequisite to learning how to “multiply”. Other links between nodes represent subskills, e.g. the topic “adding fractions” has the subskills of finding a least common denominator (LCM), converting the fractions to an equivalent form with a new numerator, adding numerators, simplifying the result, and making the result proper. AnimalWatch included a student model that represented the user’s knowledge of the target domain (students aged 9-12, Grades 4-6) and selected problems for each student from a database of word problem templates instantiated with appropriate operands, depending on the student’s current proficiency level. The student model was maintained in a Bayesian overlay network, and continually updated the tutor’s estimate of each student’s ability and understanding of the mathematics domain, following a cognitive mastery approach (Corbett, Anderson & O’Brien, 1995) and tailoring the difficulty of problems depending on estimates of mastery of those skills.

As with other intelligent tutoring systems, student mistakes were corrected through individualized multimedia help. Hints were provided immediately when the student entered an incorrect answer. In Figure 2, a student’s incorrect answer to a division problem first elicited a simple text.
message “Are you sure you are trying to divide 126 by 5?” (left). Later, the tutor provided richer explanations and multimedia if the first response was not effective, e.g., an interactive symbolic hint in Figure 2 (right) demonstrated a traditional procedure to solve long division operations. This symbolic representation was based on formal algebra rules in contrast to the manipulative in Figure 1 (right) that supported students to manipulate and interact with objects representing numbers.

However, in contrast to traditional intelligent tutoring systems, AnimalWatch included a range of help types and explanations that reflected the cognitive diversity of the target user group: pre-adolescent from 10 to 12 years old. As noted above, students at the transition to middle school show a wide variation in their ability to reason in abstract terms; in fact, many students in Grades 5 and 6 still rely on highly concrete solution approaches, such as counting on fingers (or using other forms of visual counters). Thus manipulative hints were included, e.g., Cuisinaire rods to divide 125 by 5 in Figure 1 (right). The next three sections describe cognitive differences in preadolescents and how they are recorded by AnimalWatch (Section 2.1), the AnimalWatch experimental method (Section 2.2) and results of the AnimalWatch experiment (Section 2.3).

2.1 Cognitive Differences in Preadolescents

Jean Piaget argued that one of the primary characteristics of human cognitive development is a progression from reasoning about one’s immediate experience to the ability to reason about abstractions (Piaget, 1953, 1964; Voyat, 1982; Ginsburg et. al, 1998). In AnimalWatch, we analyzed preadolescents’ cognitive development using an on-line battery of
interactive multimedia tasks based on those developed by Piaget and tested with hundreds of children (Arroyo et al., 1999). Screenshots of several tasks are shown in Figure 3, specifically, number conservation (a and b), substance conservation (c) and measurement and proportionality (d). The tasks that assessed students’ proficiency with concrete reasoning included:

- **Number conservation:** Students observed two identical sets of cookies (each set consisted of nine cookies horizontally aligned) (see Figure 3a). When the elements of one set were moved to form a small circle (see Figure 3b) students were asked whether the number of cookies was altered.

- **Substance conservation:** Students were presented with two identical vessels with the same amount of liquid (see Figure 3c). Each container had another empty one next to it: one was narrow and the other one was wide. Students were asked to determine where the level of water would be in the two empty vessels if the liquid in the two full vessels was poured into them.
• **Area conservation:** Students compared two areas of the same size but different shape.

• **Seriation:** Students ordered a group of pencils from the shortest to the longest one.

• **Class inclusion:** Students determined whether there were more dogs or more animals in a set with different kinds of animals, in which the largest subset was dogs.

• **Functionality:** Students invented an algorithm to solve a problem of ordering pencils by length when they could only see two of them at a time.

• **Reversibility:** Students were shown an animation of three colored balls entering a can from one end, one after the other. They were asked to determine the order in which the elements would come out of the same end of the can.

Three more tasks determined whether the student was at the more developmentally-advanced formal operational or abstract reasoning stage:

• **Establishment of hypotheses, control of variables in experimental design, drawing of conclusions:** Students used a simulation plant growth experiment to identify the conditions of temperature and illumination that would produce optimal plant growth.

• **Proportionality:** Students were shown two animals of different height and given two different measurement system units (large red buttons and small green buttons) (see Figure 3d). They were asked to measure the first animal with the first measurement unit and then again with the second measurement unit. Then they were asked to infer the height of the second animal with the first measurement system. The buttons could be dragged across the screen to measure the animals.

• **Combinatorial analysis:** Students were asked to generate combinations of four switches to open a safe.

2.2 AnimalWatch Experimental Method

The AnimalWatch experiment investigated whether students’ responses to different forms of instruction would vary with their cognitive development as measured by the Piagetian test. We explored possible interactions of student cognitive development, gender and learning. After measuring each student’s cognitive development with the Piagetian test described above, students were classified as being in the *concrete* or *early-
formal operational stage of cognitive development, depending on the number and level of abstraction of the tasks they accomplished.

The tutor was evaluated in realistic classroom settings, with 154 participating students, who attended sixth grade classes in an urban school in Western Massachusetts. These students were characterized by ethnic and economic diversity, including White, African-American, and Puerto-Rican-Latino students. Students ranged from 10 to 12 years old and there were approximately equal numbers of girls and boys. Sixth grade students (instead of lower grade students) were part of the study because the curriculum in the more urban district lagged behind that of other schools and many of the students needed remedial help.

AnimalWatch automatically recorded student interactions with the tutor, including problems and type of hint selected for each student and the responses given by the student. The tutor’s adaptive problem selection mechanism ensured that the problem challenge level for each student was fairly consistent: for each student, problems were difficult enough to support a small number of mistakes per problem, the assumption being that students must make errors and correct them in order to learn (Arroyo et al., 2003).

When students entered an incorrect answer, the tutoring system responded with a hint, example, or other form of help. Initially, a simple text message (e.g., “Try again”, “Are you sure you are adding 35 and 75?”) was delivered. In order to meet the individual needs of students at different stages of cognitive development, a variety of hint types were provided (see Figures 1 and 2) until the student was eventually shown the correct answer along with the solution steps required.

Two versions of the tutor were available based on two different help treatments; one version presented concrete hints, e.g., manipulative and graphics, and the second provided formal hints e.g., traditional numeric procedures. Each student was randomly assigned to one of two versions of the tutor; different versions varied only in the kind of help provided. Alternative problems and hints were provided and then correlated with the cognitive development and gender of the student. Students were classified into concrete (N = 75) and formal-numeric (N = 79) categories based on their Piaget test scores. Students completed a survey of attitudes towards mathematics (Eccles et al., 1993) along with the Piagetian task battery and then used one of the two versions of AnimalWatch for about 3 hours over the course of several class sessions. Finally they completed a posttest of mathematics attitudes. We did not assign mathematics pre- and posttests for this tutor. However, we did use a learning metric (Section 2.3.2) to calculate
the mistake reduction or the decline in errors observed on several problems of the same topic and difficulty level.

2.3 Results of the AnimalWatch Experiment

The AnimalWatch experiment was designed to determine whether enhancing user models with detailed information about a student’s cognitive ability would lead to improved response to instruction, especially in the cases which led to well-established group differences, such as gender differences in mathematics. Another goal was to determine whether enhanced user models would further optimize other advantages of customized instruction. The results are described in terms of the impact of cognitive development on student performance (Section 2.3.1), the interaction of student learning (mistake-reduction) and cognitive level (Section 2.3.2) and observed gender effects in AnimalWatch (Section 2.3.2).

2.3.1 Cognitive Development and Student Performance

We investigated students’ performance on AnimalWatch as a function of their level of cognitive development. The distribution of correct responses to the Piaget test was close to normal (min=1, max=10, S.M.=5.9, S.D.=1.77). In general, students tended to enter more correct responses at the concrete tasks (sample mean for correctness of concrete tasks = 0.62, S.M. for correct formal tasks = 0.2; paired samples t-test: p<0.001). As expected, students who accomplished only a few correct Piagetian tasks (considered concrete-operational students) succeeded only at concrete operational mathematical tasks, failing at formal-operational tasks. Students at the high end of the Piagetian tests, those who accomplished more than the average number of correct responses to the Piagetian tasks (considered early formal to formal operational students) succeeded at most of the concrete tasks and demonstrated at least some ability to solve problems requiring hypothetical thought, combinational and/or proportional reasoning. The Piagetian measure was a good predictor of mathematics ability as measured with a pencil and paper pretest in previous years (Pearson Correlation R=0.51, p<0.001), and there was a significant correlation for the re-testing of cognitive ability after using the tutoring system (Pearson Correlation R=0.7, p<0.001) indicating that the test is reliable. In addition, students diagnosed at the higher formal-operational level made fewer errors in the arithmetic problems than students at the concrete-operational stage. For instance, students considered formal-operational made 0.86 mistakes on average in the multiplication of 2-3 digits problems, while students...
considered concrete-operational made 1.56 mistakes on average in the same kind of problems. This can also be noted in the graphs for the subtraction topic shown in Figure 4 (students who are concrete-operational started off making more mistakes than formal-operational students).

These last results provide evidence of the instrument’s validity and reliability. Because both cognitive tests and mathematics have to do with the manipulation of abstractions (logico-mathematical thinking), it is reasonable that both the mathematics test and Piagetian test outcomes are correlated. Because concrete operations should be easier than formal tasks, it is reasonable that students accomplish more concrete tasks than those that require formal and systematic thinking. Because re-taking the test gives similar outcomes, we conclude that the instrument is reliable.

2.3.2 Interaction of Mistake-Reduction and Cognitive Level

It is reasonable to expect that the number of a student’s mistakes will decrease with time for problems that involve similar difficulty, and whose solution requires the application of similar skills (Corbett, Anderson & O’Brien, 1995). We analyzed students’ learning by taking into account their improvement in subsequent similar problems for the same topic and difficulty level, e.g., ‘easy addition’ or ‘difficult fraction subtraction.’ This analysis focused on the decline in errors that resulted from a student viewing help and learning from it (learning curves). Mitrovic and colleagues (2002) used a similar measure to analyze how the number of incorrect uses of a skill decreased as a function of the nth opportunity to use that skill. They showed how this mistake-change behaved as a power curve, reflecting a decrease in mistakes.

We built on this approach and considered learning curves, for groups that varied in their individual level of cognitive development (concrete/formal) and the type of hint (concrete/formal). These variables were measured against the number of errors made by students who saw six problems of a specific topic and level of difficulty, e.g., difficult subtraction. As shown in Figure 4, the mistake-reduction rate for subtraction problems involving 2-3 digit operands was analyzed. The x-axis represents the 1st to 6th problem attempted by the student, and the y-axis represents the average number of mistakes made in that problem across all students. We selected a subset of students for this analysis: students who made mistakes in the first or the second problem seen of this kind (students who seemed to have some trouble with subtraction), so that we could analyze how the hints might have helped them to improve.

When comparing the learning curves for a group of effective learners to
another group of less effective learners, effective learners should: 1) decrease their mistakes faster (indicated by the overall slope of the learning curve), 2) display less randomness in their mistake behavior (as indicated by the fit of the learning curve) and 3) reach lower minimums (the learning curve for the effective learners should be more prone to reach mistakes closer to zero).

Figure 4 shows the regressed power learning curves for the mistake data of the four different groups (2 cognitive levels and 2 help versions) for subtraction problems. The four graphs compare the behavior of students at different cognitive levels who have been exposed to different help treatments. Thin lines connect observed data points, and thick lines represent best-fitting power curves that were fit to the data with regression. Figure 4a shows the learning curve for students classified as concrete learners using concrete help.

**FIGURE 4**
Power curves for students learning of whole number subtraction.
Students at the lower cognitive development level (see Figures 4a and 4b) seem to be differentially helped by the type of hints provided. That is, students who receive concrete hints (see Figure 4a) show smoother, tighter curves with more pronounced slopes (reaching lower minimums) compared with students receiving formal hints, shown in Figure 4b. Thus, learning of subtraction problems seems more pronounced for concrete students using concrete help than for concrete students using formal help.

There are fewer cases of formal operational students (see Figures 4c and 4d) because fewer formal operational students had trouble with the first 2-3 digit subtraction problems and thus were not selected for this analysis (N=10 in Figure 4c and N=11 in Figure 4d). We think this is the reason why more randomness is observed for formal than for concrete operational students (see Figure 4a and 4b).

Formal operational students seeing formal hints have a learning curve with better fit (see Figure 4d) than formal operational students seeing concrete hints (see Figure 4c). In other words, formal hints seem more effective than concrete hints for formal operational students. Similar differences were observed for students’ performance at subtraction and multiplication problems.

2.3.3 Gender Effects in AnimalWatch

Past results with AnimalWatch indicated that females in particular found highly structured and interactive help helpful, impacting their attitudes towards mathematics (Arroyo et al., 2001). One possible explanation for this is the time spent by females on the hints. Female students spent about 25% more time on hints than did male students (independent samples t-test, p<0.001).

We evaluated the null hypothesis that all learning curves should be the same across gender, help types, and cognitive development. We computed a new dependent variable: the average mistake decrease from the first to the sixth problem, for each student’s mistake history. This time we considered all students for the analysis, regardless of whether they had made mistakes in the first or second problem of a particular topic and difficulty level (otherwise, the number of cases per group would be too small). In the case of 2-3 digit subtraction problems, we found a significant interaction effect of gender, AnimalWatch help version, and student cognitive development (N=102, F=6.48, p<0.001) in predicting average mistake change. Bonferroni confidence intervals (critical values: df_{error} = t_{0.01, 101} = 2.62) revealed that for male students with concrete reasoning (N=15), the worst rate of improvement was observed when receiving formal-numeric help. In
fact, the error rates of these concrete boys were higher than for female students with similar concrete operational thought. In contrast, male students capable of abstract reasoning made good progress with formal-numeric help, decreasing their mistakes significantly more with formal-numeric hints than with concrete help. However, significant differences between formal and concrete-operation females receiving different kinds of help were not observed. One possibility is that females’ compensated with further effort because they spent more time on hints, thus making all interactive hints effective. Another possibility is that the number of cases per cell is simply too small for such a large number of partitions (2 genders x 2 cognitive levels x 2 help types). In any case, we found an interaction effect for gender and response to different hint types and learning outcome, indicating that students’ responses to different forms of instruction and hint type seemed stronger for male students than for female students, who spent significantly more time on hints. A similar effect was seen for the case of multiplication problems.

3 WAYANG OUTPOST: A GEOMETRY TUTOR

Wayang Outpost, our second tutor, was a Web-based geometry tutor\(^2\) that used real-time multimedia to train students for the mathematics section of the standardized Scholastic Aptitude Test (SAT). These high stakes achievement tests that cover mathematics, verbal and analytic skills have become increasingly important in the U.S.A. and can have a significant impact on students’ access to future educational opportunities such as admission to universities and scholarships. New effective teaching approaches are needed to help all students perform to the best of their ability on these tests.

Advances in multimedia have created unprecedented opportunities for a new generation of knowledge-based learning environments, ranging from simple graphics and animation to interactive lifelike pedagogical agents in rich, self-explaining 3D worlds. A vast literature exists on the effect of graphics on learning (e.g., Tversky et al., 2002; Betrancourt & Tversky, 2000; Ferguson & Hegarty, 1995; Hegarty, et al., 1999, 2002; Payne et al., 1992; Rieber, 1991b). Sometimes multimedia environments support next-generation natural language dialogue (Aleven et al., 2004; Graesser et al.,

\(^2\) Wayang Outpost may be accessed from http://wayang.cs.umass.edu/.
2003; Lane & VanLehn, in press; Rose, et al. 2001). Animated pedagogical agents have been used to observe students’ progress, provide visually contextualized problem-solving advice and play a powerful motivational role (Lester et al., 1997).

Research results about the impact of graphics on learning are mixed. Proponents of using graphics for learning suggest many advantages, including engagement, motivation and attraction (Levie & Lintz, 1982; Rieber, 1991a,b; Sirikasem & Shebilsky, 1991). Visual characteristics of the multimedia can help articulate the spatial elements and relations in the domain (Larkin & Simon, 1987; Tversky, 1995, 2001). However, some graphics fail to have a positive impact on learning, in part because the graphics might be difficult to perceive and understand (Lowe 1999; Slocum et al., 2000; Tversky et al., 2002). In some cases the structure and content of the graphic does not correspond to the desired structure and content of the situation. In the discipline of geometry, an appropriate correspondence between the graphics and the discipline is quite natural, since the problem solving elements (e.g., angles and lines) are strongly linked to similar elements in the graphic.

Mathematics education is one discipline that has benefited from the use of multimedia. Johari (2003) examined the effect of two inductive multimedia programs, one using a coordinate graph and its language, on university students’ ability to conceptualize variables and create equations from word problems. Results suggested that inductive multimedia facilitates the incorporation of instructional strategies such as inquiry learning from data, tutorials and schema. The results are consistent with propositions recognizing the conceptual richness of visuals, specifically coordinate graphs, in mathematics education. Researchers using multimedia in mathematics education are cautioned to focus the multimedia on teaching inductive problem-solving strategies or scientific heuristics (for example, by working backwards, working inductively, or applying algebraic thinking to data) (Martinello & Cook, 1999) and to include the language of mathematics and mathematics visuals (graphs) (Kaput, 1992).

The next two sections describe the methods used to develop the Wayang Outpost experiment (Section 3.1) and results of that experiment (Section 3.2).

3.1 Methods in Wayang Outpost

Wayang Outpost used digital animation and sound along with information about a student’s cognitive skills to customize instruction and improve learning. Wayang Outpost presented an animated classroom
situated in a fictitious research station in Borneo, which provided rich real-world content for geometric problems involving endangered species material (see Figure 5).

Before working with the geometry tutor, students’ spatial ability, math-fact retrieval skills and geometry knowledge were measured. Then students worked with the tutor to complete SAT problems and engaged in fantasy adventures (see Figure 6). Wayang Outpost provided problems typical of those on high stakes achievement tests that require the novel application of skills to tackle unfamiliar problems, as well as the need to work quickly due to the time constraints imposed by the testing situation.

When students first entered the site they were presented with a variety of activities, as shown in Figure 5a. An orangutan research laboratory in Borneo served as the major environment and the village provided top-level navigation for modules, such as pretests, SAT problems and adventures. Two forms of help were available for each problem, including fairly traditional analytic hints (such as setting up equations) along with visual hints and animated lines that support rapid estimation and novel thinking about geometry.

SAT-mathematics problems were presented with animated characters based on the traditional Indonesian art form of shadow puppetry (Wayang; hence the name of the system). If the student answered incorrectly, or requested help, multimedia explanations provided step-by-step instruction.
and guidance in the form of Flash animations with audio. For example, on a geometry problem, the student might see an angle with a known value rotate and move over to the corresponding angle with an unknown value on a parallel line, thus emphasizing the principle of correspondence. Explanations and hints therefore resemble what a human teacher might provide when explaining a solution to a student, e.g., by drawing, pointing, highlighting critical parts of geometry figure, and talking, rather than a heavy reliance on screen-based text.

On another problem, a visual hint suggested that the student mentally invert the cut-out portion of a drawing to reveal an intact rectangle, suggesting that the missing lengths are already known (see Figure 5b). The student also calculated the area of a dark central rhomboid (see Figure 5c). The traditional way to solve such a problem is to find the area of the larger triangle and subtract the area of the smaller one (see Figure 5c top). Visual hints instead identified a pattern of three smaller triangles in the shaded area (see Figure 5c bottom) by moving and flipping the triangle at the bottom. Thus, only one triangle area needed to be computed and multiplied by three. Multimedia hints explained this through moving triangles. In the last example, a fairly traditional analytic approach described how to solve for the value of the angle x, by setting up equations (see Figures 5d and e). Visual help provided animated figures for the same problems and provided lines that suggested that a student mentally translate angles to determine the missing values.

**Fantasy Adventure Problems.** The ultimate goal of the Wayang Outpost was to enhance students’ conceptual understanding of mathematical concepts and increase their ability to draw on their own skills to solve novel problems. Therefore, Wayang Outpost also incorporated fantasy adventures that used real-world content and challenging problems requiring multiple steps and skills to solve (see Figure 6). Performance on this component became a measure of transfer of mathematics skills from SAT problems to real-world contexts where the same mathematics skills were needed to solve problems, such as to calculate the amount of roofing material needed to rebuild an orangutan nursery destroyed by a fire (see Figure 6c) and to compute whether a jeep could safely ride across a broken bridge, given that it could withstand a fall of a certain height (see Figure 6b). In other adventures, a scientist asked students to save three orangutans after a fire broke out in the forest (see Figure 6a) and another asked students to monitor over-logging in the forest, specifically to check whether harvested timber was consistent with the allowable amounts (see Figure 6d and e). If a
student had difficulty in a fantasy problem, a simple geometry problem, not embedded in the real-world context, was presented to remind the student of basic geometry principles.

Animated characters, based on real female scientists, led each virtual adventure. For example, the character based on Anne Russon of York University, an expert on the orangutan, invited students to rescue the orangutans trapped in a fire. A second character based on Lori Perkins, an expert on orangutan conservation and research, led an investigation of illegal logging involving the over-harvesting of rainforest teakwood, flooding and loss of orangutan habitat. In this adventure, students calculated discrepancies between the observed and permitted areas of harvest (see Figure 6e); orangutan habitat area lost to flooding; perimeter distances required to detour around flooded areas; and the amount of travel required to reach areas with cell phone access. Based on survey data, evidence showed that fantasy problems were motivating and engaging, especially for women.

The next two sections describe the background in cognitive studies that led to the WayangTutor experiment (Section 3.1.1) and the student participants and variables evaluated (Section 3.1.2).

3.1.1 Cognitive Skills and SAT-mathematics Performance

The major hypothesis evaluated in the Wayang experiment was that choice of hint type (analytic or visual) would help students develop new strategies for
geometry problem solving that would be more effective for their learning style. For example, students who scored high on spatial ability assessment might learn more when receiving a high proportion of hints emphasizing mental rotation and estimation, approaches that are generally more effective in a timed testing situation. Students with poor spatial ability may not understand such hints and might learn more when receiving fewer of them.

Earlier research with AnimalWatch suggested that the assessment of cognitive skills was relevant to the selection of teaching strategies and external representations to improve learning results. For instance, hints that used concrete materials in their explanations yielded higher learning for students at early cognitive development stages, than those that explained the solution with numerical procedures (Arroyo et al., 2000). Similarly, Wayang Outpost functioned as a research test-bed to investigate the interaction of gender and cognitive skills in geometry problem solving and the selection of the best pedagogical approach.

Other research has shown that spatial cognition, mathematics fact proficiency and gender are strong predictors of performance on mathematics achievement tests such as the SAT-mathematics exam (Casey et al., 1995, 1997). Many studies have been performed on gender differences in mathematics, but the results are not consistent. However, small but statistically significant differences are the norm (see Feingold, 1988; Hyde et al., 1990). These between-gender differences are generally quite small compared to variability within each gender. Furthermore, these differences are becoming smaller over time (Linn & Hyde, 1989).

Math-fact retrieval (MFR) is a measure of a student’s proficiency with mathematics facts, the probability that a student can rapidly retrieve an answer to a simple mathematics operation from memory (Royer et al., 1999). Proficiency with basic mathematics facts is also known to correlate with gender, although the relations are complex: among the population of high-achieving students, males tend to retrieve basic mathematics facts from memory more rapidly and accurately than their female peers, whereas the reverse is true for males with poor academic skills (Royer et al., 1999).

The Wayang experiment was designed to uncover: i) the relation between geometry SAT-mathematics performance and both spatial ability and MFR, ii) gender differences on both tasks, and iii) whether MFR or spatial ability interacted with the type of hint (analytic/visual) to predict test scores.

3.1.2 Student Participants and Variables
The geometry tutor was evaluated with 149 high school students, ages
13-15 in rural and urban area schools in Massachusetts (Walles, 2005). In each study, students were randomly assigned to two different versions of the system: one version presented spatial help and the other presented computational help. A third (control) group took the pre- and posttest but did not use the tutor. Instead, they were engaged in regular mathematics classroom activities. Students took a computer-based mental rotation test (Vandenberg & Kuse, 1978) and a computer-based test that assessed a student’s speed and accuracy in determining whether simple mathematics facts (such as 5x4=20) were true or false (Royer et al., 1999).

The SAT geometry tests provided turned out to be quite difficult for students; they did not do particularly well on the pretests. On average, students correctly answered less than 25% of these items (chance level is 20%, as there were 5 choices). Students’ spontaneous comments also reinforced the impression that the domain was very difficult, as did their active use of multimedia help while working with the tutor. On average, students entered one incorrect answer before requesting help. This suggests that, for the most part, they were not randomly clicking answers until they stumbled on the correct response, but were actively trying to learn problem-solving strategies.

Students were tested before they used the geometry tutor. On-line assessment tools based on a standard instrument to measure mental rotation skills (Casey et al., 1997; Vandenberg & Kuse, 1978) measured spatial ability. A separate on-line assessment of the student’s proficiency with mathematics facts was made indicating the degree of fluency (accuracy and speed) of arithmetic computation (Royer et al., 1999).

The second form of help, based on spatial transformations and visual estimations, was often rapid and involved fewer computations than the traditional analytic strategy. Although estimation methods may be somewhat imprecise, in the context of multiple-choice assessments such as the SAT-mathematics exam, visual-estimation strategies can lead to a plausible correct answer in a short time and thus reduce the possibility that simple computation errors will result in the wrong answer choice. Thus the tutor taught students to do estimation in order to eliminate options that are obviously incorrect.

3.2 Results of the Wayang Outpost Experiment
Results measured the impact of individual difference variables (spatial ability, math-fact retrieval and gender) on student learning. Learning was measured by the differences in scores between the pre- and posttests.
Student response on these tests fell into one of four categories: correct, incorrect, skipped, and not seen. The latter category indicated that the student did not reach a problem due to lack of time. In addition to pre- and posttest scores, we considered the impact of the tutor on students’ willingness to attempt unfamiliar and challenging mathematics problems. The next two sections describe the impact on student learning (Section 3.2.1) and the perceived gender effects (Section 3.2.2).

3.2.1 Impact on Student Learning

Students did learn from the Wayang Outpost tutor, despite the difficulty of the domain. The pre- and posttests included some algebra problems and some skills not tutored by Wayang. Students who used the tutor improved significantly on tutored (geometry) skills from pre- to posttest: the number of correct responses to geometry questions was $M = 0.35$ and $M = 3.34$ (out of 15), respectively, and did not improve significantly on non-tutored skills (algebra). This finding helped to eliminate the possibility that observed benefits associated with a tutor might reflect the general novelty of working with a computer. Students in the control group did not improve significantly from pre- to posttest (they barely improved at all). Thus, the improvement associated with the tutored students cannot be attributed to increased familiarity with the test format, or learning from taking the pretest. The tutor intervention group did not significantly improve on the non-tutored algebra problems, and the control group did not improve from pre- to posttest on either question type. Paired sample comparisons revealed a significant increase in the percentage of correct questions from pre- to posttest, $t(134) = -4.91$, $p < .001$, ($M = 23.16$ and $M = 29.73$, respectively), a significant decrease in the percentage of skipped questions, $t(134) = 3.98$, $p < .001$, ($M = 12.10$ and $M = 4.15$), and no significant change in the percentage of incorrect questions ($M = 64.74$ and $M = 66.12$).

In order to gauge the Wayang tutor’s effectiveness in tutoring students of varying ability, students were divided into groups based on their pretest scores using a median split technique, e.g., (low scorer/high scorer). Paired sample comparisons revealed that students who performed poorly on the pretest showed significant improvement from pre to posttest, while those who received higher scores on the pretest showed no significant change from pre to posttest. The system appears to be most effective for those who start off at a disadvantage. These students also made more use of the help features in the tutor. In the private context of the tutor environment, students with weaker skills seem comfortable requesting help and instruction, and their performance improved accordingly.
In the traditional classroom of one teacher and thirty students, higher achieving students are most likely to request help from teachers and classmates and frequent interventions have the greatest benefit for those students who were already doing well to begin with (‘the rich get richer’ effect). Students with the weakest skills, i.e., those who need help the most, are the least likely to request help from the teacher or classmates (Aleven et al., 2003; Karabenick, 1998). A well-designed intervention in a traditional classroom can raise the floor effect for the lower aptitude students also.

Evidence from the data suggests that students found the visual help more useful or engaging. Students in the visual condition (N=75, M = 11.10) viewed more mode-specific hints than their counterparts in the analytic condition (M = 7.11). There was a main effect of multimedia help type with respect to the number of problems where all help was seen before a correct answer was given. Specifically, those in the visual condition (N=75, M = 13.90) had a higher number of this type of problem than those in the analytic condition (N=74, M = 10.75). There was also a consistent trend whereby those in the visual condition viewed more help than those in the analytic condition. Because students had to request help step-by-step, this finding suggests that the visual help may be more intriguing than the more traditional analytic help. Perhaps students were more attracted to the visual help since its strategies are not often presented in the classroom (Aleven, 2001). An alternative explanation for the fact that students in the visual condition spent more time with hints is that visual hints were less precise, i.e., not mathematically precise. Since visual explanations were based on simulation and estimation, student were not familiar with this line of reasoning and thus needed to spend more time with them and to see more.

A repeated-measures ANOVA revealed a significant overall difference in percentage of questions answered correctly from pre- to posttest, F(1,101)=20.20, p<.001. Students showed a 27% increase over their pretest score at posttest time (pretest M=22.60, SD=13.40; posttest (M=28.62, SD=12.53) almost a third better than what they achieved in the pretest; this is also a 6% improvement of the test in a couple of hours.

Additional analyses of specific classrooms revealed increases ranging from seven to 300 percent of the pretest score at posttest time. A second repeated-measures ANOVA revealed a significant change in the percentage of questions skipped with no answer, F(1,84)=15.62, p<.001. Students left significantly fewer questions blank in the posttest (M=5.09, SD=13.45) than in the pretest (M=15.10, SD=24.70). Thus, the Wayang tutor was effective in its goal of improving student performance on SAT-mathematics geometry.
problems. Students who used Wayang significantly increased in their percent correct and decreased in their percent of skipped questions from pretest to posttest, quite encouraging for the shortest period of time (2-3 hours) students were exposed to it.

3.2.2 Gender Effects in Wayang Outpost

There appeared to be a trend by which males (total hints requested, $M = 85.17$) asked for more help than their female counterparts ($M = 63.12$). Royer et al. (1999) noted that male students show a bimodal distribution: the best students are more often male, but so are the worst performing students. Researchers have noted that some students used help features to search for the correct answer (referred to as gaming the system) and it appears that males were more likely to do this than females.

Males and females did not differ on the online measure of mental rotation. In the past males have generally been found to outperform their female peers on measures of math-fact retrieval speed (Royer et al., 1999), but surprisingly, females significantly outperformed their male counterparts on the measure of math-fact retrieval accuracy. Controlling for all other variables, math-fact retrieval score and pretest score were both significant predictors of posttest performance. Specifically, higher math-fact retrieval scores and pretest scores were individually associated with higher posttest scores. Students who were fast and accurate on the math-fact retrieval task performed better on the posttest than those students who were slow and inaccurate, affecting their actual learning. This suggests that training cognitive skills such as accuracy and speed of retrieval of math-facts (such as multiplication tables, simple addition, etc.) affects not only overall performance in a test, but also actual learning with the tutoring system.

Students attempted more items on the posttest, suggesting that they learned enough to at least try to tackle the challenging items, but were not yet necessarily prepared enough to answer them correctly. Clearly, it will be important to provide students with enough tutoring to ensure that their greater confidence is matched by the required skills.

There were no significant interactions with either gender ($p=.46$) in predicting overall pre to posttest improvement. Despite the fact that females did not improve more than males, their perception of the system was more positive than for males, and their willingness to use it again was significantly more positive. Based on survey results, females were especially motivated to use the fantasy component, which involved female “role models,” and thought highly of the system.
Results showed that adapting the provided hints to students’ basic cognitive skills (matching teaching strategies to students’ cognitive strengths) can yield higher learning results (Arroyo et al., 2004a). Table 1 shows the result of a partial correlation between two different indicators of learning (students’ perception of learning and pre- to posttest improvement in short-term transfer items, a subset of problems in the test that were similar to problems they saw in the tutor) and students’ mathematics fact retrieval (MFR) score and spatial ability score, for the two versions of the system (analytic hints and visual hints). The correlation is partial because pretest score and amount of help requested were accounted for, as both should affect learning. For the case of mathematics fact retrieval, a positive significant correlation was observed between the two learning variables on the left and mathematics fact retrieval only when students received analytic hints. This implies that mathematics fact retrieval is a cognitive ability that impacts how much a student learns when they are taught with computational or analytic explanations. Meanwhile, there was a significant negative correlation between student’s perception of their own learning and the spatial hints. This is very interesting, as it suggests that students of weak mathematics fact retrieval ability perceive they learn with visual hints, at least more than their counterparts of higher MFR ability. It suggests that students of low MFR report they understand better explanations that rely on teaching approaches that avoid their cognitive weakness (students of low MFR may do better if taught to estimate an answer visually instead of carrying out thorough computation).

Another analysis consisted of an ANOVA that revealed an interaction effect between type of hint, gender and math-fact retrieval in predicting pre-to posttest score increase (F(1,73)=4.88, p=0.03), suggesting that girls of low math-fact retrieval did not learn much when exposed to computational hints, while they did improve when exposed to highly visual hints (Arroyo et al., 2004a). A similar ANOVA performed only on the male population gave no significant interaction effects between hint type and math-fact

<table>
<thead>
<tr>
<th></th>
<th>MFR Score</th>
<th>Spatial ability</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Analytic Hints</td>
<td>Visual Hints</td>
</tr>
<tr>
<td></td>
<td>N=46</td>
<td>N=55</td>
</tr>
<tr>
<td>Learned perception (survey)</td>
<td>.33**</td>
<td>-.25*</td>
</tr>
<tr>
<td>Posttest – pretest score</td>
<td>.34**</td>
<td>-.05</td>
</tr>
</tbody>
</table>

TABLE 1
Partial correlation coefficients of learning variables against students’ mathematics fact retrieval and spatial ability (** p<0.001, * p<0.05).
retrieval. These results suggest that in particular girls of low mathematics fact retrieval should be provided explanations that don’t capitalize on the speed and accuracy of such basic mathematics facts. Another approach for improving student learning through individualized tutor response is to train students’ performance on basic cognitive abilities. We have built systems, for example, to train students on spatial abilities (e.g., mental rotations with 3-dimensional cubes) or math-fact retrieval (e.g., exercises to help students memorize arithmetic facts) (Woolf et al., 2003; Royer et al., 1999). These training activities will be evaluated to see whether they improve performance on geometry problem solving in the future.

4 CONCLUSIONS

This research demonstrated that individual cognitive abilities and gender lead to different interactions with an intelligent tutor. This work significantly extends the traditional ITS learner model to include additional information about cognitive variables, e.g., analyses of spatial ability and math-fact retrieval skills, known to predict mathematics achievement. The results of experiments with two intelligent tutors, AnimalWatch and Wayang Outpost, converge to support the conclusion that enhancing user models with detailed information about user cognitive characteristics can lead to improved instructional response. Incorporating information about young students’ cognitive development characteristics allows for more sensitive user models, which in turn can be used to provide qualitatively different kinds of help to students of different cognitive abilities, thus improving learning. This is especially important to consider for domains in which there are well-established group differences, such as gender in the case of mathematics, and individual characteristics that are known to predict learning outcomes.

We found that performance on both spatial ability and math-fact retrieval tasks predicted high school students’ scores on a mock SAT-mathematics test; gender differences were observed on both tasks; and that MFR was a stronger predictor than spatial ability of test scores. Students with high and low scores on a mock SAT-mathematics pretest were equally likely to request multimedia help. In past work, students with weak skills may not have requested help because the nature of the help available in the software was not effective for them, e.g., long hint sequences might lead to help avoidance in students with relatively low prior knowledge (Aleven &
Overall, as evidenced by various help seeking data, students in the visual condition of Wayang Outpost were more engaged by help than those in the analytic condition. The results described in this article suggest that if multimedia help resources are better tailored to students’ individual cognitive characteristics, help seeking rates might rise among those students who need it most, i.e., lower achieving students.

This research does not challenge the importance of modeling student knowledge but rather extends it and argues that enhanced user modeling, when accompanied by a wider variety of pedagogical approaches, can further extend the advantages of customized instruction. This approach does require that a large range of qualitatively different problems and hints be available, possibly involving different external representations (e.g. concrete blocks or abstract symbols, visual estimations/transformations or analytic strategies to solve a problem). The pedagogical agent, which determines which problems or hints to present, must have the instructional resources to respond to students with diverse learning needs. For example, when a young student whose reasoning is highly concrete makes a problem solving error, the system must be able to select a highly structured and concrete explanation that includes a virtual manipulative; presenting an explanation that shows the solution with numeric procedures will lead to reduced learning. Concrete base-10 blocks are widely accepted and used in the early grades; however, the novelty relies on the software providing qualitatively different explanations to two students who coexist within one same classroom or computer-lab.

In Wayang Outpost, the teaching of geometry was enhanced through multimedia and customization of problems based on knowledge of cognitive skills and gender. The tutor was very beneficial for students in general, showing high improvements from pre- to posttest. In addition, recent results indicate that students have significantly higher passing rates in standardized tests than control groups who do not use the tutoring system. Students who performed poorly on the pretest benefited most from the tutor, showing a significant improvement from pre- to posttest. These students made more use of the help features in the tutor. In the private context of the tutor environment, students with weaker skills seem comfortable requesting help and instruction, and their performance improved accordingly.

Girls were especially motivated to use the fantasy component and some studies showed that adapting geometry hints to students’ basic cognitive skills yields higher learning results. However, the two studies did not support a unified conclusion about gender effects. An analysis of learning
indicators showed that cognitive development and gender do impact learning outcome and many individual gender differences were found in the two studies. Gender differences indicated that sometimes the link between cognitive abilities and type of teaching was stronger for one gender than for the other one. We conclude that it is premature to advocate specific teaching strategies merely based on gender.

These findings have important implications for the design and implementation of future intelligent tutoring systems. For example, the goal of seeding user models with relevant information about a learner’s cognitive characteristics strongly impacts the range of instructional resources that must be designed and implemented for an intelligent tutor; if users are not uniform, then the help provided cannot be ‘one-size-fits-all.’ This approach is consistent with studies of expert human tutors who alternate among different strategies to find explanations that are most likely to be helpful for a particular student (Evans & Michaels, 2006). The results of this research do not imply that the tutor should present a single representational form for hints for a single student. Actually, research shows that solving problems with multiple representations can enhance learning (Ainsworth et al., 1998) and in reality, it is desirable to have students progress to more abstract reasoning. These research results do imply that students with low cognitive skills should be first taught with concrete representations within Interactive Learning Environments such as AnimalWatch. The case of whether further along the way, instruction should be slowly “translated” or “faded” into a more abstract representation should be further investigated. Such approaches seemed effective in one-to-one human tutoring (Resnick, 1982). However, it is nearly impossible to individualize how fast to “fade” between representations within a traditional classroom depending on each student’s cognitive development. Now we have the evidence and the possibility to customize such strategies within computer-based tutors.

Several modern approaches are being implemented to improve the customization of tutors. For example, log data and machine learning techniques are being used to learn which teaching strategies have worked in the past and are most effective for individual students (Beck & Woolf, 2000; Woolf et al., 2004; Johns et al., 2005). Currently intelligent tutors use fixed algorithms or rules to classify current students into categories, based on pretests and behavior. Then they customize problems and hints, effectively treating all students equivalently as long as they fall into the same group. Such tutors do not improve over time and do not ‘learn’ from past
experiences with students; rather they treat all students similarly years after the tutor was developed. Newer approaches use the log data of hundreds of previous students to model student performance and discover student skills. Bayesian Networks are often used to learn hidden variables, e.g., skills and motivation, and then to develop a policy to select problems or hints, based on past student records and the current student’s individual differences.

In another approach, models of student motivation, attention and engagement are being used to understand and influence the choice of teaching strategy. Such models are developed in a number of ways. For example, on-line tracking of gaze has been used to identify cases in which a student is or is not focused on a problem (Johnson & Beal, 2004). In another approach, inferences are made about a student’s engagement, motivation and learning based on observable behavior, e.g., number of hints seen, time spent on hints (Arroyo et al., 2004b). Both approaches may help future learning and may inform us in the design of adaptive tutors to teach students with special needs, including students with learning disabilities, e.g., attention deficit and hyperactivity disorder, or physical limitations, e.g., deafness or immobility. As more students work with adaptive tutors, large and complex data records are being mined to identify student characteristics and refine pedagogical decisions.

The research described in this paper contributes toward both the design and the evaluation of enhanced user models as well as to the effort to develop tutoring systems that improve over time and provide optimized customized instruction. This work advances the state-of-the-art in both knowledge-based learning environments and multimodal interfaces. By achieving significant gains in learning effectiveness, the combination of these technologies can bring about fundamental improvements in learning for students in the classroom as well as for those working independently or collaborating over the Internet.

Acknowledgements

We gratefully acknowledge support of this work from the National Science Foundation through four awards: 1) “Gaining Confidence in Mathematics: Instructional Technology for Girls,” Carole Beal, PI, Experimental Projects for Women and Girls Award # HRD-9714757, 1/1/98-12/31/2000; 2) “MPWG: Gaining Confidence in Mathematics: Intelligent Tutors for Girls and Women,” Carole Beal, PI, Beverly Park Woolf, co-PI, Experimental Projects for Women and Girls Award, #HRD-9555737, 7/1/96 -6/30/97, 3) “AnimalWorld: Enhancing High School
Women’s Mathematical Competence”, HRD/EHR #012080, C. Beal, P.I. and B. Woolf & M. Royer, co-PIs; 4) “Learning to Teach: The Next Generation of Intelligent Tutor Systems,” REC-0411776, B. Woolf, PI with A. Barto, S. Mahadevan, D. Fisher & I. Arroyo, Co-PIs. Any opinions, findings, conclusions or recommendations expressed in this material are those of the authors and do not necessarily reflect the views of the granting agencies.

REFERENCES


Graesser, A. C., Moreno, K., Marineau, J., Adcock, A., Olney, A. & Person, N. (2003). AutoTutor improves deep learning of computer literacy: Is it the dialog or the talking


Lane, H. C. & VanLehn, K. (in press). Teaching the tacit knowledge of programming to novices with natural language tutoring. Computer Science Education.


